18.085: Summer 2016 Due: 13 July 2015 (in class)

Problem Set 5 - Solution

Aden Forrow

Unless otherwise specified, you may use MATLAB to assist with computations. Please
provide a print-out of the code used and its output with your assignment.

1. Positive definiteness.

(a) Without doing any calculations, determine whether the following matrices are
positive definite (and explain your reasoning):

010 -1 8 3 4 0 0
Al — 1 0 1 5 A2 - 1 4 —7 . Ag - 0 —2 O 5
010 -2 -3 6 0 0 9

Answer: None of them are positive definite. A; has two identical columns, so it
is not full rank and has an eigenvalue of 0 (see part (b)). A has a negative entry
in the upper left corner, so it fails the upper left determinant test. Aj is diagonal,
so its eigenvalues are on the diagonal; one of them is —2, which is negative.

(b) Show that if a n x n symmetric matrix B is not full rank, it cannot be positive
definite.

Answer: If B is not full rank, it has a nontrivial null space: there exists a nonzero

vector x such that Bx = 0. This z is an eigenvector with eigenvalue 0. Since at
least one of B’s eigenvalues isn’t positive, B is not positive definite.

(¢) Show that if C is an n x n matrix such that u' Cu > 0 for every u # 0, then all
eigenvalues of C' are positive.

Answer: Suppose A is an eigenvalue of C' with with eigenvector x. Then
v'C0x =2 (\r) = \v'z = \|z||%.

Since both ||z]|? and 2" Cz are positive, A must also be positive.
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(d) Show that if the symmetric n x n matrices D; and D, are positive definite, then
sois Dy + Ds.
Answer: It’s sufficient to show u' (D; + Do)u > 0 for any u # 0. For such a u,
uT(Dl + Do)u = uw' Dyu+ u' Dyu.

Both «" Dyu and w' Dyu are positive if D; and D, are positive definite, so their
sum is also positive.

2. SVD. This problem is to be done by hand. Find the singular value decomposition
of the following matrices:

(2)

O = = =
_ == O

Answer: We can start either by finding U and > from the eigenvalue decompo-
sition of AA" or by finding V and ¥ from the eigenvalue decomposition of A" A.
In this case, since AAT is 4 x 4 while AT A is 2 x 2, the latter will be much easier.

0

B 1 [3 2
sl =R
1

0111

O = =

The eigenvalues \; = o2 satisfy
0=det(ATA— \1)
(3 X)— 4
=\ — 6\ +5

The eigenvalues of ATA are \; = 5 and )y = 1, so the nonzero singular values of
A are o7 = /5 and 09 = 1.

The eigenvector xy for A\; = 5 is in the null space of

e e [-2 2
ara—si=[7 %)

We see that the columns sum to zero, so x; = (1,1)" is an eigenvector. Similarly,

fOI‘/\QZ]_,
. 2 2
e
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The columns are equal, so x5 = (1, —1)7 is an eigenvector.
We normalize these eigenvectors to get columns of V:

Ul = = —_— U2 ot = —_—
[zl V2 L lzaf] V2 [ 1
The only piece still missing is U. We can find the first two columns of U using
the relationship Av; = o;u; between right and left singular vectors.

10 1
WL S B Y I vl DU
Yoo VB L || VIO |2
0 1 1

10 -1

T Y L ] IR O Y
T oy L1 | 5 V2| o
0 1 1

Putting what we have together is enough for a reduced SVD of A:

A=vsyT—|7F B ﬂ [_@ g]
V1o V2

To get a full SVD of A, we need to add two more columns to U to make it square.
They must be normalized and orthogonal to the other u;’s. An easy choice for ug
is to take advantage of the zeros in us:

0

1 -1
u—_

3 \/§ 1

0

Next, since uy must be orthogonal to us and usz, uy4 = ugq = a and ugy = ugqy = b.
Orthogonality with u; is then

a
1 b 1
O=ujuy=——1[1 2 2 1 = —— (2a+4b
144 \/E[ } b \/E( )
a
So a = —2b, and
-2
1 1
Uy = —F/—= )
4 Jio | 1
-2
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with the factor 1/4/10 there so uy is normalized. If we put these together with U
and add extra zero rows to X, we get the full SVD,

S

L 0 —-2

V10 vio| |5 0
A=UXV ' = | vi0 V2 /10 V2 V2

29 L L 0o of |- L

I 1 N RO

wovi Y TV

(We could also have found uz and u4 by looking for vectors in the null space of Ur

or by choosing any vectors independent of the other u;’s and using Gram-Schmidt
to make them orthogonal.

~—

1110
B = {O 11 1]’
(Hint: Use the result
from part (a))

Answer: Notice that B = AT from the previous part, so
B=UxvH'=vs'U",

using the same matrices as before. Explicitly,

1 2 2 1

L Vi V5
p_| v ~¥3 V5 0 0 0 -5 0 0 =
%5 7 0 100 0 —% &5 0

2 1 1 2

TVio Vo Vo Vi

_

Answer: This time, we’ll start by finding CC'":

- [6 3][6 8] [45 60
ce = [8 4} {3 4} - {60 80}
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Then

0=det(CTC — \I)
=(45 — \;)(80 — \;) — 3600
=\ — 125,

The eigenvalues of CCT are \; = 125 and Ay = 0, so the nonzero singular values
of C are o1 = 5v/5 and o4 = 0.

The eigenvector x; for \; = 125 is in the null space of

—80 60 }

T _ —
CCT — 1251 = [60 o

We see that the first column is —3 times the second, so z; = (1,4/3)" is an
eigenvector. Similarly, for Ay = 0,

T [45 60
cc -0l = {60 NE
The second column is 3 times the first, so 25 = (4/3,—1)" is an eigenvector.

We normalize these eigenvectors to get columns of U (not V, since we used CC'T
not C'TC:

= a1 = v ) = L4

= Tal = JTET07 SIE

We can find v; similarly to how we found w; in part (a):

n= =il (] - wm (] - 5

Since 0o = 0, we can’t use that method to find vy from wus; instead, we look for
a vector in the null space of C, since Cv; = oyu; = 0. The first column of C' is
twice the second column, so z = (—12) is in the null space. Normalized, this is

“= 3]

Putting everything together,

coum- [ Y[ (2 1]
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3. Error. Consider the matrix:

()

4 [1:2143 0.8054
~ 0.8128 0.5391]

Set b1 = [1.2143; 0.8128] and compute x = A \ bl in MATLAB.

-l

Repeat the process but with a vector b2 obtained from b1 by rounding each value
to three decimal places. Why do the two answers differ by so much?

Answer: See MATLAB script.

Answer: See MATLAB script.

~ [—32280
~ | 48670 |

This is nowhere near the previous x; it’s off by four orders of magnitude, even
though b2 is almost exactly bl. Computing the condition number of A,

c(A) = 3.1 x 10%,

shows why. A is extremely ill conditioned, magnifying errors by up to eight orders
of magnitude.

Now compute x = B \ bl where B is obtained from A by rounding each value
to three decimal places. As you will see, our solution is also sensitive to small
changes in the matrix A.

Answer: See MATLAB script.
[-17m
T 409 |

It’s not as bad as part (b), but this z is still quite far from x in part (a).

Errors from ill-conditioned problems are not unique to solving Ax = b. As an
example, compute tan(10'%) three ways

i. Google: search for tan(10~100)

Answer: Google thinks tan(10'%) = 3.9231... .
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ii. MATLAB: tan(10 ~ 100)

Answer: Computed this way, MATLAB thinks tan(10'%) = —0.4116.. . .

iii. MATLAB: Use vpa(‘tan(1e100)’, p) to compute with p digits of precision
for p = 5, 10, 25, 50, and 100.

Answer: See MATLAB script. We find the following

P 5 10 25 50 100
tan(101%) —0.81 —4.5 —2.8 19 0.401

That’s six wildly different estimates - they agree on neither sign nor magni-
tude.

Explain the results you see. Why is this a hard problem to solve?

Answer: None of these values come close to agreeing with each other. The
problem is that tangent itself varies from —oo to oo over each interval of width
7, and even a small relative change in 10’ (including the error in representing
10 as a floating point number) puts you in a completely different place in a
different interval. To accurately place 10°° in the periodic cycle of tangent and
get an answer remotely close to right, you need to keep track of all 100 digits of
10100.
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4. Condition number. Suppose the condition number of an invertible n x n matrix A is

K.

(2)

Find the condition number of AT A in terms of k. What does this imply about
solving the normal equations by inverting A" A?

Answer: If the SVD of Ais A =UXV, then
ATA=VvTUTUsv’ =vs2v’,

The singular values of AT A are the diagonal entries of X2, which are the singular
values of A squared. So

Omax A 2
C(ATA) = 0_—&))2 = I€2.

The condition number of AT A will be larger than the condition number of A,
much larger if A is ill-conditioned. This means that inverting A" A will be much
less stable and more sensitive to errors than dealing with A itself. Hence the
usefulness of solving the normal equations via Q)R factorization.

Find the condition number of A~! in terms of .

Answer: If the SVD of Ais A =UXV ', then
VyTWUTA=VE WUV = vV = vV = 1.

So the SVD of A~! is
Al =velUT,

up to some reodering of the singular values. Since ¥ is diagonal, its inverse is also
diagonal, with diagonal entries 1/0;. Then

O A7) 1/omin(A) _ Omas(A)
Omin(A™Y)  1/0mae(A)  Omin(A)

A and A~! have the same condition number.

c(A™Y) =

= K.

What is the value of x if A is an orthogonal matrix?

Answer: If A is an orthogonal matrix, we can write its SVD as A = Ax I« 1. Its
singular values are the diagonal entries of the identity matrix, which are all ones.
Therefore kK = oz /Tmin = 1/1 = 1.
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(d) What is the smallest possible value for k7 Construct a 3 x 3 matrix with this
minimum condition number.

Answer: Since the largest singular value is at least as big as the smallest singular

values, 0,42/ min 18 at least 1. The simplest example of a matrix with condition
number 1 is the identity matrix,

o O =
o = O
_ o O
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5. Initial Value Problem. Consider the following initial value problem for x(¢):

dz 9
E—Jf

with initial condition z(0) = —1.

()

Find the exact solution for x(t). (Hint: Separate variables and integrate both sides).
Compute the exact value of x(1).

Answer: After separating variables,

1
1

——=t+C
x
—1
r=——
t+C
Since z(0) = —1, C' =1 and
-1
T

So z(1) = —1/2.

We would like to setup this problem to be solved numerically with a time step
At. Recall that x,, = x(nAt). Find an explicit formula for z,,, as a function of
x, and At using a Forward Euler method.

Answer: For Forward Euler,

dx
Tyt =Ty + At—
+1 dt T=Tn

=z, + Atz?

Implement this explicit numerical method in MATLAB and find the approxima-
tion of (1) using At = 5. Calculate the difference between the exact value and
this approximate value.

Answer: See MATLAB script. Using this time step, we find
2(1) &~ —0.4817

with error
| —0.4817 — x(1)| = 0.0183.

18.085 PSET5 - Complete Page 10 of 16



18.085: Summer 2016 Due: 13 July 2015 (in class)

(d) If we reduce the time step from At = %0 to At = ﬁ, how much do you expect
the error to be reduced?

Answer: Forward Euler schemes are first order accurate, so reducing the time
step by a factor of 10 should reduce the error by about a factor of 10.

(e) Find the approximation of z(1) with At = 11-. Calculate the difference between

the exact value and this approximate value. By what factor is the error at z(1)

reduced by switching from At = 7= to At = 57

Answer: See MATLAB script. This time we find
z(1) ~ —0.4983
with error
| —0.4983 — x(1)| = 0.0017.

The error was reduced by a factor of about 10.

(f) Derive an explicit formula for z,; as a function of z,, and At using a:
i. Backward Euler method,

Answer: For backward Euler,

d
Tpi1 =Ty + At—x

dt| _
T=Tn+1

=z, + Ata?
Rearranging, we have a quadratic equation for x, 1:
Ata? | — Tpp1 + 2, = 0.
Using the quadratic formula,
1+ /1 —4Atz,
ot = 2At

Which sign do we pick? Well, as At — 0, /1 — 4Atx, =~ 1 — 2Atx,. If we
choose the positive sign, we get

2 — 2Atx,
20t

which goes to infinity as At goes to zero. That’s unreasonable. Instead, we
choose the negative sign, so

Tl =

1—+v1—4Atz,
L, - )
“ 2At
which is approximately z,, if At is very small.
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ii. Trapezoidal Rule method.

Answer: For the trapezoidal rule,
Tpil =Tp + At—
r=(Tnt1+Tn)/2

t
=Ty + I(l’n_i_l + ZL‘n)Z

Rearranging, we again have a quadratic equation for x,1:

At At At
inﬂ + (7% — 1)xpyr + I%QL +x, = 0.

Using the quadratic formula,

L Sy (- S) - 8 (e )
Tpt+1 = At/Q

Again, we don’t want this to explode when At — 0, so we choose the negative
sign,

L /(- Fa)' 98 (e + )
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6. The exact solution of the differential equation

d
d_:; = —x + cost, (1)
with the initial condition z(0) = z is z(t) = (zo—5)e "+ \% cos (t — m/4). Implement
the Forward Euler method in MATLAB to solve this equation numerically. Use three
different time steps: At = 0.1, At = 0.5 and At = 1.0. In a single plot, show the exact
solution and your three numerical solutions for zy = 0.

Answer: See MATLAB script. Notice the steady improvement as the time step
decreases.

(1)

-0.8 . At=0.1 4 J
Exact
_1 | | | D | | | | |
0 1 2 3 4 6 7 8 9 10
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7. Newton’s method (This problem is to be done by hand.)

()

Use two steps of Newton’s method to approximate z* = /3 starting from an
initial guess g = 2. How many correct digits are there at each step? How
many iterations do you expect it to take to find x* to sixteen digits (the limit of
MATLAB’s double-precision arithmetic)?

Answer: To use Newton’s method to find \/§, we need to choose a function that
is zero at * = v/3. The simplest is f(z) = 22 — 3. This means f'(z) = 2r. Asin
class, we can fill in a table from left to right and top to bottom, using

Tl = Ty — f(zn)
f'(xn)
to find the new estimate at each step.
n | wa | fa) [ fn) | @)/ f ()
0 2 1 4 0.25
1| 175 ]0.0625| 3.5 |1/56=0.01786
2 11.73214 — — —

The answer to sixteen digits is z* = 1.732050807568877. So we have no digits
(or maybe one) at step 0, two at step 1, and four at step 2. Continuing the
pattern of doubling the number of digits each step, we expect eight at step 3 and
sixteen after only four steps of Newton’s method. (You can verify this with the
newtons_method.m code on the website.)

Consider solving the system of equations

dx 1—¢

p— —tx

dt J
dy 2
A
dt y -z

with initial condition (z(0),y(0)) = (1,1). Set up the system of equations for the
backwards Euler approximation to (x(1),y(1)) with a timestep of At = 1. Use
the forward Fuler approximation as your initial guess and improve it with one
step of Newton’s method.

Answer: For backwards Euler,

) o] -]

After rearranging terms, this is

'0] _ { z(1)y(1) + z(1) — 2 }
0] w1 +2(1) +y(1) -2

1] N { 1—z(1)y(1) }

- 2
z=x(1),y=y(1),t=1 [1 1—y(1)* — (1)

_ [ y
fal (1) y(1)
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Our initial guess for the solution is the forward Euler approximation,

el i R 1 O g

The Jacobian matrix we need is

ofh  Ofi
ey = |5 & {yTl Qﬂl]

ox

The new approximations (z1,y;) after one step of Newton’s method satisfy

J (20, o) [zj = J(20,%0) B(ﬂ)] _ {fl(xoayo)l _

fZ(ZEOvyO)

Plugging in numbers,

oGl BB B )

This is a linear system, which we can solve by Gaussian elimination. The aug-
mented matrix is

2 |4]
11 55"
Swapping rows yields )
1 515
12 24
Subtract twice row 1 from row 2:
1 5|5
0 —8|—6]"

So y; = —6/(—8) = 3/4 and x; = 5 — 5y; = 5/4. This is our final approximation
to z(1) and y(1):

{x(l)} N [5/4}

y(1)] ~ [3/4

(The true solution is (x(1),y(1)) = (1.53,0.43), so this is better than the forward
Euler approximation.)
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(¢) A common place Newton’s method shows up is in finding minima of functions.
Use it to find the minimum of

fr,y)=2"+y* + 2y — 3z — 3y

near (z,y) = (0,0). How many steps do you need? Why?
(Hint: what do you want to set to zero?)

Answer: To minimize f(z,y), we set its gradient to zero. For this f,

V(z,y) = @Ijﬂ - Biifzﬂ

The Jacobian matrix we need is the Jacobian of V f(z,y), or the matrix of second
derivatives of f(z,y):

Oz0y Oy?

22 2
2 ac
Tey) = | % 57| = [1 2]
. Using Newton’s method,

J(x,y) Bj = J(z,y) Es] — V£ (20, 0),

2 1 x| _ |2 1] (0] =3 _ |3
1 2| [yu] |1 2[]0 =3 3|
Here we can read off that x1 = 1 and y; = 1. And that’s it - we don’t need any

more steps. Since f(z,y) is quadratic, its gradient is linear. Newton’s method
finds the exact zeros of linear functions in only one step.
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