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In this edition, I am considering using symmetric semi-simplicial sets. I also have
Tables+ as a concept. In later editions, I will focus on symmetric simplicial sets
and not discuss Tables+.

1. Introduction

Talk about “uses methods from algebraic topology...”
The theory of relational databases is generally formulated within mathematical

logic. We provide a more modern and more flexible approach using category theory.
Category theory is the correct language for many aspects of computer science, and
databases is no exception. Using the wrong language can hamper ones ability to
implement, work with, and reason about a subject. This can be seen as the reason
that SQL implements tables, rather than relational databases in their pure form:
mathematical logic is not a sufficiently flexible setting for database theory.

One reason that relational databases have been so successful is that their defi-
nition can be phrased within a precise mathematical language. The definition we
provide in this paper is just as precise, if not more so. However, we go beyond
simply defining the objects of study (databases), but instead continue on to de-
fine morphisms between databases. With these definitions, we have a category of
databases.
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There are many categories whose objects are databases (the difference being in
their morphisms); what makes one definition better than others? First, a good def-
inition should make sense – the morphisms should somehow preserve the structure
of the databases. Second, applying common categorical constructions (products,
colimits, etc.) to the category of databases should result in common database
constructions (unions, joins, etc.). Third, the categorical approach should make
reasoning about databases easier. For example, query equivalences should be easy
to prove.

Our formulation accomplishes these three goals. As an added bonus, the schemas
for our databases, have geometric structure (more precisely, the structure of a
simplicial set). In other words, the schema is given as a geometric object which
one should think of as a kind of Entity-Relationship diagram for the schema. This
approach may lead to improvements in query optimization, because one can adjust
the “shape” of the schema to fit with the purposes of the queries to be taken.

We assume throughout that the reader has a basic knowledge of category theory
which includes knowing the definition of category, functor, limit, and colimit. We
do not assume that the reader has a prior knowledge of simplicial sets.

We begin by defining two categories, called the small category of tables and the
large category of tables, in Section 2. In Section 3, we prove that the small category
of tables is closed under limits and certain colimits, and that these constructions give
unions and joins. We also prove that projections and deletions are easily defined
under our formulation. In Section 4, we give a brief description of (symmetric)
simplicial sets, which will be needed in Section 5. In section 5 we define the small
category of simplicial databases and the large category of simplicial databases. In
Section 6, we prove that the small category of geometric databases is closed under
all limits and colimits and again prove that they have good meanings in terms of
database theory. Finally in Section 7, we discuss applications.

1.1. Acknowledgments. I would like to thank Paea LePendu for explaining re-
lational databases to me, for suggesting that databases should be categorified, and
for his encouragement throughout the process. I would also like to thank Chris
Wilson for several useful discussions.

2. Tables

It is no accident that SQL uses tables instead of relations: Tables are inherently
more useful and easier to implement. They are disliked by the purists of relational
database theory not because they are bad, but because they do not fit in with that
theory. In this section we provide a categorical structure to the set of tables, thus
firmly grounding it in rigorous mathematics. In fact, we give two such categories
which have the same set of objects (the set of tables) but different morphisms. One
is more flexible but has fewer nice properties.

2.1. Data types. In order to define schemas, records, and tables of a given type,
we need to define what we mean by type.

Definition 2.1. A type designation is simply a function between sets π : U → DT.
The set DT is called the set of data types for π, and the set U is called the data
bundle for π. Given any element T ∈ DT, the preimage π−1(T ) ⊂ U is called the
set of objects of type T .
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Example 2.2. Let U denote the disjoint union U := (Z q R q Strings) and let
DT denote the three element set {‘Z’, ‘R’, ‘Strings’}. Let π : U → DT denote the
obvious function, which send all of Z to the element ‘Z’, all of R to ‘R’, and all of
Strings to ‘Strings’. The preimage π−1(‘Strings’) ⊂ U , which we have called the
set of objects of type ‘Strings’, is indeed the set of strings.

As another example, the mod 2 function π : Z→ {even, odd} is a type designa-
tion in which the objects of type even are the even integers.

2.2. Schemas. We quickly recall the definition of fiber product (for sets).

Definition 2.3. Let A,B, and C be sets, and suppose f : A → B and g : C → B
are functions. The fiber product of A and C over B, denoted A×B C is the set

A×B C := {(a, c) ∈ A× C|f(a) = g(c) ∈ B}.

The fiber product moreover comes equipped with obvious projection maps making
the diagram

A×B C
f ′ //

g′

��

y
C

g

��
A

f
// B

commute. The corner symbol y serves to remind the reader that the object in the
upper left is a fiber product. We sometimes call g′ : A×B C → A the pullback of g
along f ; similarly f ′ is the pullback of f along g.

Remark 2.4. The fiber product of the diagram A
f−→ B

g←− C above should probably
be denoted f ×B g instead of A ×B C, since it depends on the maps f and g, not
just their domains. However, this is not often done, and in this paper the maps
will be clear from context.

Definition 2.5. Suppose given a type designation π : U → DT. A table schema
of type π consists of a pair (C, σ), where C is a finite set and σ : C → DT is a
function. We often refer to a table schema simply as a schema. We sometimes
denote the schema simply by σ. We refer to C as the set of attributes for σ.

We call the pullback πσ : σ−1(U)→ C, i.e. the left hand map in the diagram

σ−1(U) //

πσ

��

y
U

π

��
C σ

// DT,

the data bundle induced by σ. We sometimes write Uσ to denote σ−1(U).

Example 2.6. Let π : U → DT denote the type designation of Example 2.2. Let
C = {‘First Name’, ‘Last Name’,‘Age’}, and define σ : C → DT by

σ(‘First Name’) = ‘Strings’

σ(‘Last Name’) = ‘Strings’

σ(‘Age’) = ‘Z′

It should be clear why C is called the set of attributes and σ the schema.
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The data bundle Uσ induced by σ is the obvious function

(Stringsq Stringsq Z) −→ C.

Thus the set of objects of type ‘First Name’ is the set of strings, in this example.

Definition 2.7. Suppose given a type designation π : U → DT. A morphism of
table schema (of type π), written f : (C, σ) → (C ′, σ′), is a function f : C → C ′

such that the triangle

C
f //

σ !!DD
DD

DD C ′

σ′||yyy
yyy

DT

commutes.

2.3. Records and Tables.

Definition 2.8. Let (C, σ) be a schema. A record on (C, σ) is a function r : C → Uσ
such that πσ ◦ r = idC , i.e. a section of the data bundle for σ. We denote the set
of records on σ by Γ(σ).

In other words, a record must produce, for each attribute c ∈ C, an object of
type σ(c) ∈ DT.

Example 2.9. Let π and (C, σ) be as in Example 2.6. A record on that schema is
a section r as depicted in the diagram

Stringsq Stringsq Z

πσ

��
{‘First Name’, ‘Last Name’,‘Age’}.

r

CC

That is, it consists of a way to designate a first name and a last name (in Strings)
and an age (in Z). For example (Barack; Obama; 48) denotes a record of this
schema; that is it denotes a section of πσ.

The set Γ(σ) of records on (C, σ) is simply the set of all possible such designa-
tions. In this example Γ(σ) = Strings× Strings× Z.

Definition 2.10. Let π : U → DT be a type designation. A table of type π consists
of a sequence (R,C, σ, τ), where R is a finite set, (C, σ) is a schema of type π, and
τ : R→ Γ(σ) is a function. We sometimes denote (R,C, σ, τ) simply by τ . The set
R is called the set of rows of τ , and (C, σ) is called the schema of τ .

Example 2.11. Given a schema (C, σ), a table on that schema is simply a set R
of records. The records need not be distinct because the set R keeps track of
the distinctions. Continuing with π and (C, σ) as in Example 2.9, we could have
R = {1, 2, ‘foo′} and let τ : R→ Γ(σ) be the assignment

1 7→ (Barack; Obama; 48)

2 7→ (Michelle; Obama; 45)

‘foo′ 7→ (Barack; Obama; 48)
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Definition 2.12. Let π : U → DT be a type designation, and let (R1, C1, σ1, τ1)
and (R2, C2, σ2, τ2) denote tables. A morphism of tables ϕ : τ1 → τ2 consists of a
pair (ϕR, ϕσ), where ϕR : R1 → R2 and ϕΓ : Γ(σ1)→ Γ(σ2) are functions such that
the diagram

R1
τ1 //

ϕR

��

Γ(σ1)

ϕΓ

��
R2 τ2

// Γ(σ2)

(1)

commutes.

Given schemas (C1, σ1) and (C2, σ2) there are generally many ways to find func-
tions Γ(σ1) → Γ(σ2). The most fundamental type comes about from a morphism
of schema f : (C2, σ2)→ (C1, σ1), going in the other direction. See Definition 2.7.

We include the following lemma, which has very little mathematical content,
for the reader’s convenience. In it we define the notation f∗ : Γ(σ1) → Γ(σ2) con-
travariantly induced by a morphism of schema.

Lemma 2.13. Let π : U → DT denote a type designation, let (C1, σ1) and (C2, σ2)
denote schemas on π, and let f : (C2, σ2)→ (C1, σ1) denote a morphism of schemas.
There is an induced map on record sets f∗ : Γ(σ1)→ Γ(σ2).

Proof. Consider the diagram

σ−1
2 (U) //

π2

��

y
σ−1

1 (U) //

π1

��

y
U

π

��
C2

f //

σ2

44C1
σ1 // DT.

Note that the left hand square is a fiber product square. This follows from the fact
that the right hand square and the big rectangle are fiber product squares. We must
show that a section r1 : C1 → σ−1

1 (U) of π1 induces a section r2 : C2 → σ−1
2 (U) of

π2, because this assignment will constitute f∗ : Γ(σ1)→ Γ(σ2).
Suppose given r1 with π1 ◦ r1 = idC1 . We have a map r1 ◦ f : C2 → σ−1

1 (U) and
a map idC2 : C2 → C2 such that f ◦ idC2 = f = π1 ◦ (r1 ◦ f). By the universal
property, these two maps define a map r2 : C2 → σ−1

2 (U) such that, in particular
π2 ◦ r2 = idC2 . This is the desired section of π2.

�

Example 2.14. Let us continue with Example 2.11, with σ1 and (R1, τ1) as in that
example. Let C2 = {‘First’, ‘Last’} and let σ2 send both elements to the data type
Strings ∈ DT; thus Γ(C2) = Strings× Strings.

Let R2 = {5, 6, ‘baz′} and τ2 be the assignment

5 7→ (Barack; Obama)

6 7→ (Michelle; Obama)

‘baz′ 7→ (George; Bush).

A morphism of tables f : τ1 → τ2 consists of a map fR : R1 → R2 and a map
fΓ : Γ(C1) → Γ(C2). We have an obvious map of schema f : C2 → C1, namely
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‘First’ 7→ ‘First name’ and ‘Last’ 7→ ‘Last name’. Then f∗ : Γ(σ1) → Γ(σ2) is just
the projection Strings× Strings× Z→ Strings× Strings.

Finally, to define a morphism of tables ϕ : τ1 → τ2, the function ϕR must send
the record (Barack; Obama;48) to the record (Barack; Obama) and the record
(Michelle; Obama; 45) to (Michelle; Obama).

Remark 2.15. The morphism of tables in Example 2.14 is fairly general. Generally,
a morphism of tables may include a projection (in the columns) together with an
inclusion (in the rows). The requirement that the square (1) in Definition 2.12
commutes is simply the requirement that morphisms preserve the integrity of the
data.

2.4. Two categories of tables. We have now defined tables and morphisms be-
tween tables. Given morphisms depicted

R1

��

τ1 // Γ(σ1)

��
R2

��

τ2 // Γ(σ2)

��
R3

τ3 // Γ(σ3)

it is easy to see how composition is defined. It is also easy to understand the identity
morphism on a table τ : R→ Γ(C). Thus we have a category.

Inside of this category sits a subcategory with the same set of objects but fewer
morphisms. Namely, we could allow only morphisms ϕ = (ϕR, ϕΓ) for which ϕΓ is
of the form f∗, where f is a morphism of schema. Both the larger and the smaller
categories have uses.

Definition 2.16. Let π : U → DT denote a type designation. The category whose
objects are tables R → Γ(σ) and whose morphisms are commutative squares as in
Definition 2.12 is called the unrestricted category of tables, and denoted Tables+.

The subcategory with the same objects as Tables+ but including only mor-
phisms which are induced by maps of schema (see Lemma 2.13) is called the re-
stricted category of tables, or just the category of tables, and is denoted Tables.

Example 2.17. Suppose π : U → DT is as in Example 2.6. Suppose that C =
{c1, c2} and C ′ = {c′1}, and that σ and σ′ are the obvious maps such that Γ(σ) =
Z × Z and Γ(σ′) = Z. Let R and R′ be any two sets and τ : R → Γ(σ) and
τ ′ : R′ → Γ(σ′) be any two tables.

In the restricted category of tables, we are allowed any kind of morphisms on row
sets R → R′, but the only permitted maps Z × Z −→ Z are the two projections.
On the other hand, in the generalized category of tables there are many more
permissible maps Γ(σ)→ Γ(σ′), such as addition or “remainder modulo.”

The reason we are interested in the restricted subcategory is that it is closed
under limits. This is discussed in the next section.

Definition 2.18. Let σ : C → DT denote a schema. The category of tables on σ,
denoted Tablesσ is the category whose objects are tables τ : R→ Γ(σ) and whose



SIMPLICIAL DATABASES 7

morphisms are triangles
R1

τ1

))RRRRRRRRR

f

��

Γ(σ)

R2

τ2

55lllllllll

denoted by f .
Here, Tablesσ is considered as a subcategory of both Tables+ and of Tables.

2.5. Relations.

Definition 2.19. Let π : U → DT denote a type designation, and let σ : C → DT
denote a schema on π. A relation on σ is a table τ : R → Γ(σ) for which τ is an
injective function.

An unrestricted (resp. restricted) morphism of relations is an unrestricted (resp.
restricted) morphism of tables, for which the source and target tables are relations.
That is, the unrestricted (resp. restricted) category of relations, denoted Rel+
(resp. Rel) is the full subcategory of Tables+ (resp. Tables) spanned by the
relations. Given a schema σ, the category of relations on σ is the full subcategory
of Tablesσ spanned by the relations.

There is a functor Rel+ → Tables+, a functor Rel → Tables, and a functor
Relσ → Tablesσ, all three of which are simply inclusions of full subcategories.

3. Formal properties of Tables

Our definition for the category of tables (Definition 2.16) is sensible because ob-
jects are tables and morphisms are data-preserving maps. In this section we show
that category-theoretic operations on tables correspond to operations on databases,
such as joins and other queries. Fix a type designation π : U → DT for the remain-
der of the section.

Definition 3.1. Let C denote either Tables+ or Tables. There are two forgetful
functors C → Sets. It suffices to say how they behave on morphisms in C, so let

R1
τ1 //

ϕR

��

Γ(σ1)

ϕΓ

��
R2 τ2

// Γ(σ2)

denote a morphism in C. The first forgetful functor, called the underlying rows
functor, sends this morphism to the function φR : R1 → R2. The second forget-
ful functor, called the set of possible records functor, sends this morphism to the
function φΓ : Γ(σ1) → Γ(σ2). If C = Tables, we can also consider the underlying
schema functor, which sends this morphism to the map of schema f : σ2 → σ1,
where φΓ = f∗.

A diagram in C thus induces a diagram of sets in two different ways, via the
underlying rows functor or the possible records functor.

Lemma 3.2. There exists a final object in Tables+ and in Tables, and they are
isomorphic.
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Proof. Let C = ∅ and R ∼= {∗}. There is only one map σ : C → DT, and the
function σ−1(U) → C is the identity map id∅ : ∅ → ∅. This function has precisely
one section (again id∅), so Γ(σ) = {id∅}. Since Γ(σ) is the terminal object in Sets,
there is only one function R→ Γ(σ), which we call τ : R→ Γ(σ).

It is clear that τ is the final object in Tables+ and Tables, because its source
and target are each a terminal object in Sets.

�

This table is very important; it is called Tweedle-dum in [?].

Lemma 3.3. The category Tables has an initial object, but the category Tables+

does not (for a general type designation π : U → DT).

Proof. Consider the table ∅ → Γ(idDT); it is the table with all available columns
and no rows. One shows (by recalling Definition 2.7) that it is initial in Tables.

Suppose that τ : R→ Γ(σ) is an initial object in Tables+. In general, Γ(idDT)
has cardinality greater than 1. One shows that there is more than one map from τ
to the table {r} → Γ(DT), which implies that τ is not initial in Tables+.

�

Certain colimits exist in Tables+ and Tables; namely colimits of diagrams that
are constant in the schema.

Construction 3.4. Let τ1 : R1 → Γ(σ) and τ2 : R2 → Γ(σ) be two tables with the
same schema. By taking the disjoint union of R1 and R2 we get a new table
τ : R1 qR2 → Γ(σ). This query is called union all in SQL.

We can also take the (non-disjoint) union of these two tables, if we know how they
overlap. That is, if there is some set R with maps f1 : R→ R1 and f2 : R→ R2 in
such a way that τ1◦f1 = τ2◦f2, then we can obtain a new table τ : R1qRR2 → Γ(σ).
This query is called union in SQL.

All finite limits exist in Tables, whereas this is not at all so for Tables+.

Proposition 3.5. All finite limits exist in Tables.

Proof. It suffices to show that Tables has a terminal object and is closed under
taking fiber products; the first of these was shown in Lemma 3.2. For the second,
suppose we have a diagram

R1

��

τ1 // Γ(σ1)

f∗1
��

R
τ // Γ(σ)

R2
τ2 //

OO

Γ(σ2)

f∗2

OO

(2)

in Tables. As indicated, the maps Γ(σi) → Γ(σ) are induced by morphisms of
schema fi : σ → σi, for i = 0, 1.

Consider the schema

(σ1 qσ σ2) : C1 qC C2 −→ DT
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induced by taking the colimit of the column sets. Let us now show that it is the
fiber product of the diagram of schema; i.e. that the function

Γ(σ1 qσ σ2) −→ Γ(σ1)×Γ(σ) Γ(σ2)(3)

is a bijection.
Let us first calculate the set Γ(σ1qσ σ2). It is the set of all sections r of the map

π′ in the diagram
(σ1 qσ σ2)−1(U)

y
//

π′

��

U

π

��
C1 qC C2

r

DD

σ1qσσ2

// DT.

To give such a section is to give, for each c1 ∈ C1 an element of π−1(σ1(c1)), and
for each c2 ∈ C2 an element of π−1(σ2(c2)), in such a way that for all c ∈ C, the
induced elements in π−1(σi(fi(c))) are the same for i = 1, 2. This is precisely the
data needed for a unique element of the set Γ(σ1) ×Γ(σ) Γ(σ2), proving the claim
that the map in (3) is a bijection.

Now we are ready to give the fiber product of Diagram (2). It is the table

R1 ×R R2 −→ Γ(σ1 qσ σ2).

�

Proposition 3.5 produces the join of two tables over a third. As one sees from
the construction, the columns of the join are the union of the columns of the given
tables, and the rows are the fiber product of the rows of the given tables.

Lemma 3.6. Let σ : C → DT denote a schema. The category Tablesσ of tables
on σ is closed under small limits and colimits.

Proof. The category of sets is closed under small limits and colimits. To take
the limit or colimit of a diagram in Tablesσ, simply take the limit or colimit
(respectively) of the underlying diagram of rows – see Definition 3.1. This set
comes with a natural map to Γ(σ), and one shows easily that it is the limit or
colimit (respectively) of the diagram of tables.

�

Example 3.7. Let σ : C → DT denote a schema. The initial and final objects in
Tablesσ are ∅ → Γ(σ) and idΓ(σ) : Γ(σ)→ Γ(σ), respectively.

Construction 3.8. Let τ : R → Γ(σ) be a table with schema σ : C → DT, and let
C ′ ⊂ C be a subset of its columns. There is an induced table τ |C′ : R → Γ(σ|C′).
In SQL this construction is called the projection of τ onto the subset C ′ ⊂ C of
columns.

Using the projection query, one can realize a SELECT query as a limit of
databases.

Construction 3.9. Let us construct the SELECT query. One begins with a table
τ : R → Γ(σ) with schema σ : C → DT, from which to select. Let f : C ′ ⊂ C be a
subset of its columns, and let σ′ = σ|C′ : C ′ → DT be the restricted schema. One
may select from τ all records whose restriction to C ′ is a member of some list. We
encode this list as a table τ ′ : R′ → Γ(σ′) on σ′.
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In order to select from τ all records whose restriction to C ′ in the table τ ′, take
the limit of the diagram

R
τ //

f∗◦τ
��

Γ(σ)

f∗

��
Γ(σ′) id // Γ(σ′)

R′
τ ′

//

τ ′

OO

Γ(σ′).

id

OO

This limit is the desired select query.

3.1. Relations. Relations behave much like ordinary tables. Limits exist in the
Rel (but not Rel+, colimits exist in the category Relσ of relations on a fixed schema
σ. The functor Rel → Tables preserves limits, and the functor Relσ → Tablesσ
preserves limits but does not preserve colimits.

4. Simplicial sets

Roughly, a simplicial set is a picture that can be drawn with vertices, edges, solid
triangles, solid tetrahedra, and “higher-dimensional tetrahedra.” For any integer
n ≥ 0, an n-dimensional solid tetrahedron, or n-simplex, is the shape in Rn+1

given by the algebraic equation x1 + x2 + · · · + xn+1 = 1 and the inequalities
xi ≥ 0 for 1 ≤ i ≤ n + 1. To draw with these shapes is to connect various
tetrahedra together along their faces (or subfaces). For example, one could connect
four triangles together along various faces to obtain an empty tetrahedron, the
boundary of the 3-simplex.

The above rough description of simplicial set also describes mathematical objects
called symmetric semi-simplicial sets. There are two main differences: the “sym-
metric” part and the “semi-” part. The tetrahedra in a simplicial set have ordered
vertices, whereas the tetrahedra in a symmetric set do not (hence the symmetry).
Tetrahedra in a simplicial set are allowed to be connected by collapsing dimensions,
whereas this is not the case in semi-simplicial sets.

The precise definition is as follows.

Definition 4.1. A semi-simplicial set is a sequence X0, X1, X2, . . . of sets, together
with maps din : Xn → Xn−1 for each n ≥ 1 and 0 ≤ i ≤ n, such that

din ◦ d
j
n+1 = dj−1

n ◦ din+1 if i < j.

We denote this semi-simplicial set as X. The set X0 is called the set of vertices of
X, the set X1 is called the set of edges of X, and in general the set Xi is called the
set of i-simplices of X.

A morphism of semi-simplicial sets f : X → Y is a sequence of functions fn : Xn →
Yn such that din ◦ fn = fn−1 ◦ din.

With these definitions we have a category, denoted sSets.

Remark 4.2. One can define semi-simplicial sets categorically as follows. Let ∆
denote the category whose objects are finite non-empty ordered sets and whose
morphisms are order-preserving injections. The category whose objects are functors
∆op → Sets and whose morphisms are natural transformations of these functors
is isomorphic to sSets.
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Given a functorX : ∆op → Sets, we writeXn to denote the setX({0, 1, 2, . . . , n}).

Remark 4.3. The notation in Definition 4.1 and Remark 4.2 conflict slightly with
that in the literature. Often ∆ is used to denote the category of finite non-empty
ordered sets and all order-preserving maps between them (not just injections), and
often sSets is used to denote the category of simplicial sets, rather than the category
of semi-simplicial sets.

Example 4.4. A set S can be considered as a “discrete” semi-simplicial set X by
taking X0 = S and Xi = ∅ for i > 0.

For n ∈ N, the n-simplex, denoted ∆n is the semi-simplicial set

∆n
i = Hom∆({0, 1, . . . i}, {0, 1, . . . , n}).

For an arbitrary semi-simplicial setX and an n-simplex x ∈ Xn, let v(x) : {0, 1, 2, . . . , n} →
X0 denote the sequence of images of x under the n + 1 maps Xn → X0 induced
by elements of the ordered set {0, 1, 2, . . . , n} (see Remark 4.2). We call v(x) the
sequence of vertices of the n-simplex x.

Definition 4.5. Let D be a set. The Čech semi-simplicial set on X, denoted
Č = Č(D) is the semi-simplicial set

Čn =
n∏
k=0

D,

and din : Čn → Čn−1 the projection which forgets the ith coordinate.
This is a functorial construction Č : Sets → sSets: given a function D → D′,

there is an induced morphism of semi-simplicial sets Č(D)→ Č(D′).

Proposition 4.6. Let X ∈ sSets denote a semi-simplicial set, and let D ∈ Sets
be a set. The set of morphisms X → Č(D) of semi-simplicial sets is in natural
one-to-one correspondence with the set of functions X0 → D.

In other words, the Čech functor Č is right adjoint to the functor X 7→ X0 which
takes underlying sets of vertices.

Proof. Given a map f : X → Č(D), one takes the 0-simplices of each side and gets
a map f0 : X0 → Č(D)0 = D.

Given a function g : X0 → D we can construct a map of semi-simplicial set X →
Č(D) by sending an n-simplex x ∈ Xn to the n-simplex in Č(D) = D×D×· · ·×D
classified by the image under g of the sequence of vertices v(x). See Example 4.4.

Since the set of simplices in Č(D) is in one-to-one correspondence with the set of
finite sequences in D, one can easily show that our two constructions are mutually
inverse functions between HomsSets(X, Č(D)) and HomSets(X0, D), as desired.

�

4.1. Sheaves on semi-simpliicial sets.

Definition 4.7. Let X denote a semi-simplicial set. Let s(X) denote the category
whose objects are semi-simplicial subsets Y of X (i.e. for each n ∈ N we have
Yn ⊂ Xn) and whose morphisms are inclusions Y1 ⊂ Y2. We call s(X) the category
of subobjects of X.

By a sheaf on X, we mean a functor O : s(X)op → Sets such that, for every dia-
gram D : I → s(X) which has a colimit in s(X), one has O(colim(D)) ∼= lim(O(D)).
That is, O must send colimits of subobjects to corresponding limits of sets.
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Example 4.8. For any semi-simplicial set X, there is an object ∅ ∈ s(X), which is
the colimit of the empty diagram on s(X). Hence if O is to be a sheaf on X, one
must have O(∅) ∼= {∗}.

If X is a discrete simplicial set (see Example 4.4), then X is the coproduct its
vertices. Thus, if O is to be a sheaf on X, its value on X must be the product of
its values on the vertices of X.

If X = ∆1 then s(X) is a partially ordered set with five objects:

Ob(s(X)) = {∅, {0}, {1}, {0, 1}, X}.
A sheaf O on X can take any values on {0}, {1}, and X, but it must have values
O(∅) ∼= {∗} and O({0, 1}) = O({0}) × O({1}). Furthermore, part of the data of
O is a function O(X) → O({0, 1}); the other functions induced by morphisms in
s(X) are completely determined by the sheaf condition on O.

5. Simplicial databases

A database is more than just a collection of tables because of the existence
of “foreign keys” which connect records in one table to records in another. In
this section we enlarge the category of tables to allow for this type of relationship
between tables.

The idea is to use semi-simplicial sets as a framework in which to connect schemas
together along common columns. A schema for a simplicial database is then a formal
union of schemas for tables. If C is a category, one can formally “add colimits to C”
by passing to the presheaf category Pre(C) of functors Cop → Sets. In our case,
we take C to be the category of schemas for Tables.

Lemma 5.1. Let π : U → DT denote a type designation, and let Fin denote the
category of finite sets.
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