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1. Introduction

The simplest way to understand databases in terms of mathematics is via the
following definition.

Definition 1.1. A database schema is a small category C, and a morphism of
schemas from C to C′ is a functor F : C → C′. An object c of C is called a type or a
table in C, and an arrow f : c→ c′ is called a column of c valued in c′.

A database state on schema C is a functor δ : C → Set. Given an object c ∈
Ob(C), an element x ∈ δ(c) is called a c-representative in δ, or a row of δ(c). We
refer to a pair (x, f), where x is a c-representative in δ and f : c → c′ is a column
of c, as a cell in δ, and to each cell (x, f) the element δ(f)(x) ∈ δ(c′) is called the
value of the (x, f)-cell or the f -value of x.

A morphism of database states from δ to δ′ on C is a natural transformation
p : δ → δ′. We write C–Set to denote the category of database states on C and
sometimes refer to it as the category of C-sets.

While most practitioners may think of a database schema C as a large complex
object, it does not have to be. Any category is a schema, and this gives much for
the curious mind to ponder: “what might my example category mean as a schema?”
The terminal category [0] (with one object and one morphism) represents a single
set or perhaps a “controlled vocabulary.” The arrow category [1] (with two objects
and one morphism connecting them) represents a single function. The free monoid
on one generator, denoted N, represents a discrete dynamical system.

Thus the mathematical form of a database schema is one that easily represents
ideas found in pure mathematics. While these particular uses may not be so im-
portant to a database administrator, the idea is. We will show in this paper that
many views of databases (pun intended) are obtained by looking at small schemas
mapping to a large main one. Many procedures done by a DBA are in fact carried
out by such functors. For example, looking at a single table within a large schema
is so obtained, as we now describe.

Example 1.2. Suppose that D is a database schema (category) and in it there is a
table of the form

Employee First Last BirthYear
101 David Hilbert 1862
102 Bertrand Russell 1872
103 Alan Turing 1912

(1)
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This can be considered a little database schema (category) of the form

C = •Employee
BirthYear //

First

��

Last

��

•Year

•String

sitting inside D. Indeed Table 1 does constitute a functor from C to Set, perhaps
obtained from some more complex database state on D, via a data-loading functor
which we shall define in Definition 1.4.

Remark 1.3. In some sense Definition 1.1 is too simple in that it does not allow
typing information, let alone the ability to demand that one table be a union
or join of others. In the schema of Example 1.2, one could consider a functor
δ : C → Set such that δ(•Year) = {1988, 7xu, horse}, and these are not all years.
Under Definition 1.1 we cannot force a C-set to semantically interpret •Year as the
set of years. However, one can remedy this situation by using sketches (in the sense
of Makkai) rather than categories.

In this paper we assume that a database is as in Definition 1.1. In fact, much of
what is said below does not work for sketches: some data-loading functors will not
be able to accommodate the stringent rules that can be enforced by sketches. How-
ever, the ideas will still be useful. Category theory will provide enough structure
and flexibility that a conscientious programmer can make good use of the results.

The point of Example 1.2 is this: given a large database schema D in which (1)
is merely one table, there is a canonical functor i : C → D. It is an inclusion of
categories and as such a morphism of schemas. Morphisms of schemas can take on
many forms, but here we see a basic kind: those given by taking a large database
and looking at a small fragment of it.

Other important morphisms generate capabilities such as privileged access, views,
joins and unions, creating warehouses, and various imports and exports. It is crit-
ical that the database administrator begin to vastly generalize his or her notion of
database schema to include all categories, especially little ones, for they are most
often overlooked and most useful to a human user.

1.1. The basic data loading functor. We have not yet discussed the main point
of this paper, which is to explain the various senses in which a morphism F : C → D
of database schemas allows one to move data between them. One such such sense
was implicit in the example above. Given a large database schema D and a table
in it i : C → D, one can take any database state on D and obtain a database state
on C. In fact one checks that this process is functorial; i.e. we have a functor
D–Set→ C–Set.

Definition 1.4. Let F : C → D be a morphism of database schemas. There exists
a functor

F ∗ : D–Set→ C–Set,
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called the data pullback functor defined as follows. Given a D–Set, say δ : D → Set,
define F ∗(δ) : C → Set as

F ∗(δ) = δ ◦ F.

In other words, given a functor F : C → D, the data pullback functor takes data
on D and brings it to C by “doing the obvious thing” – the reader should not go
on before making this clear to him or herself.

The data pullback functor has both a left and a right adjoint, denoted F! and F∗
respectively. These are harder to understand but extremely useful in practice, for
they allow create nearly all the functionality of RDMBSs, such as views, updates,
privileges, joins, unions, ETL, etc. It is these that we shall discuss in this paper.

In Section 2 we will define these functors and investigate some special cases. In
Section 3 we shall discuss updates and how they appear locally (i.e. to the one
doing the updating). In Section 4 we shall discuss how these updates effect the rest
of the database.

2. The data-loading functors

2.1. Definitions of the data-loading functors. The basic data-loading functor
was defined in Definition 1.4. Given a morphism of schemas F : C → D, we can
“pull back” data on D to get data on C, and we write F ∗ : D–Set→ C–Set. As we
mentioned at the time, the workings of this functor are in some sense “obvious”;
however it has has both a left adjoint and a right adjoint, whose workings are more
difficult. We define them in this section.

Before doing so, recall that to any category C and any object a ∈ Ob(C) one de-
fines the associated Yoneda object Ya : C → Set by Ya(c) = HomC(a, c). Note that
while Ya is covariant for each a ∈ Ob(C), one can consider Y itself to be a functor
Y : Cop → C–Set, and the “op”-superscript reminds us that Y is contravariant on
C: a map g : a→ a′ is sent under Y to a natural transformation Yg : Ya′ → Ya.

The three most important facts about the Yoneda functor Y are these:
• For objects a, a′ ∈ Ob(C) there is a natural bijection

HomC–Set(Ya, Ya′) ∼= HomCop(a, a′),

i.e. Y is fully faithful.
• Given an object a ∈ Ob(C) and any C-set F : C → Set, there is a natural

bijection
F (a) ∼= HomC–Set(Ya, F ).

• Let F : C → Set be a C-set considered as a functor {F} : [0] → C–Set, let
(Y ↓ {F}) denote the associated comma-category, and let π : (Y ↓ {F})→
C–Set denote the projection functor. Then there is a natural isomorphism

F ∼= colim
(Y ↓{F})

π.

Note that the first fact follows from the second. The third fact is a bit obtuse; it is
more easily (but perhaps less rigorously) written as

F ∼= colim
Yc→F

Yc.

If this definition is still opaque, the reader can gloss over it on a first reading.
We are ready to define the two data pushforward functors F∗ and F!.
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Definition 2.1. Let F : C → D be a morphism of schemas and F ∗ : D–Set →
C–Set be the associated data pullback functor. There exists a right adjoint to F ∗

called the right data pushforward functor, denoted

F∗ : C–Set→ D–Set,

and defined as follows.
Given an object δ : C → Set in C–Set define F∗(δ) on an object d ∈ Ob(D) as

F∗(δ)(d) = HomC–Set(F ∗(Yd), δ).(2)

On morphisms, both in D and the category of C-sets, the functor F∗ by an “ex-
pected” adjustment of (2). Namely, on a morphism g : d→ d′ in D the functor F∗
is defined by replacing the object Yd with the morphism Yg, and on a morphism
p : δ → δ′ in C–Set the functor F∗ is defined by replacing the object δ with the
morphism p.

Here’s another formulation of it. Suppose F, δ, and d are as above. Then

F∗(δ)(d) = lim
d→F (c)

δ(c),

where the indexing category is the comma category (d ↓ F ).
This definition is not so hard to state, but computing right-pushforwards can be

quite difficult in practice. We shall show below ?? that things are not so bad when
the source category C is a poset.

Definition 2.2. Let F : C → D be a morphism of schemas and F ∗ : D–Set →
C–Set be the associated data pullback functor. There exists a left adjoint to F ∗

called the left data push-forward functor, denoted

F! : C–Set→ D–Set,

and defined as follows.
On a Yoneda object Yc (for some c ∈ Ob(C)) we can define F!(Yc) = YF (c). More

generally, recall that any object δ : C → Set in C–Set can canonically be written
as a colimit of Yoneda objects δ ∼= colimYc→δ Yc. We define

F!(δ) = colim
Yc→δ

YF (c).

Remark 2.3. Left push-forward functors are easier to understand than right push-
forwards are, in general. Given a morphism of schemas F : C → D and a C-set
δ : C → Set, we understand F!(δ) colloquially as follows. Given an object c of
C, note two things: its set of rows and what table in D it goes to by way of F .
Now, insert that set of rows into that table in D. Given a map g : c → c′ in C,
note two things: where it sends rows of c (i.e. what function it is assigned), and
what morphism in D it goes to by way of F . Now, assign the same function to the
morphism in D.

This colloquial description can be made rigorous by way of the Grothendieck
construction. See ??.
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2.2. A basic example. Let C, D, and E be the categories depicted as follows

C := SSN

First

T1

EE
















;;xxxxxxxxx

##FFFFFFFFF T2

ccFFFFFFFFF

{{xxxxxxxxx

��
















Last

Salary

D := SSN

First

U

EE
















;;xxxxxxxxx

##FFFFFFFFF

��333333333333333

Last

Salary

E := SSN

First

V

EE��������������

<<zzzzzzzz

""DDDDDDDD

Last

(3)

Consider the functor F : C → D given by sending both T1 and T2 to U and by
identity on everything else; consider also the functor G : E → D by inclusion. We
will describe F ∗, F∗, and F! (respectively for G) in this case.

2.2.1. The pullback functors F ∗ and G∗. Suppose first that δ : D → Set is a data-
base state on D. We can represent it as five tables. Four of these are one-column
tables (or just sets): a set of SSN’s, a set of First’s, a set of Last’s, and a set of
Salary’s. The fifth is a “fact” table such as

U SSN First Last Salary
x11 101-22-0411 David Hilbert 150
x12 220-39-7479 Bertrand Russell 200
x13 775-33-2819 Alan Turing 200

The requirement is that each cell in a given column represents a row in the corre-
sponding 1-column table. For example, the 1-column table δ(Last) can be the set
of strings of length at most 20, or it can be a set with only three elements ({Hilbert,
Russell, Turing}); it simply must contain the cells in the Last column.

A functor C → Set will be similar. It will have six tables, four of which are
one-column tables as above. There will be two four-column tables, one of which
has facts relating SSN, First, and Last, and the other of which has facts relating
First, Last, and Salary.

As we mentioned above, F ∗(δ) is obtained by “doing the obvious thing”: given
an object in C, map it to D and see what δ does to it. Thus F ∗(δ) will not change
the four 1-column tables of δ. The two 4-column tables will be

T1 SSN First Last
x11 101-22-0411 David Hilbert
x12 220-39-7479 Bertrand Russell
x13 775-33-2819 Alan Turing

T2 First Last Salary
x11 David Hilbert 150
x12 Bertrand Russell 200
x13 Alan Turing 200
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Once we have set all this up, describing G∗(δ) is easy. It simply takes δ and
projects off the Salary column to yield V . It leaves the SSN, First, and Last tables
as they are.

2.2.2. The right push-forward functors F∗ and G∗. Now suppose that γ : C → Set
is a database state on C. Again, it will include four 1-column tables, which we will
not write out, and two 4-column tables, which we arbitrarily choose to be:

T1 SSN First Last
x11 101-22-0411 David Hilbert
x12 220-39-7479 Bertrand Russell
x13 775-33-2819 Bertrand Russell

T2 First Last Salary
y1 David Hilbert 150
y2 Bertrand Russell 200
y3 Bertrand Russell 225
y4 Alan Turing 200

In order to calculate F∗(γ) we need to first calculate F ∗ applied to the four
Yoneda objects in D–Set. Clearly, F ∗(YSSN) = YSSN; this database state on C
consists of 5 empty tables, and one 1-row table. The same description applies for
the other 1-column tables. The only interesting case is F ∗(YU ). It is a database
state on C consisting of precisely one row in each of the five tables. This may not
seem interesting, but the fact that there is only one row (rather than two) in First
and Last has interesting results.

What is F∗(γ)(First)? It is defined as HomC–Set(F ∗(YFirst), γ), which we calcu-
late is

HomC–Set(YFirst, γ) = γ(First).

In other words, the 1-column tables are preserved identically under F∗.
Finally, we come to the interesting question: What is F∗(γ)(U)? It is defined as

HomC–Set(F ∗(YU ), γ), and we computed F ∗(YU ) above. A natural transformation
of functors from F ∗(YU ) to γ consists of, for every table in γ, a row in that table,
such that “all diagrams commute.” In other words, for each object c ∈ C, choose
a row rc ∈ γ(c) in that table, such that for each column g : c → c′ of c, one has
γ(g)(rc) = rc′ . With the notation in place, we say it one more time: for each table
c choose a row r such that for each column g of c with values in c′, the (r, g) cell
refers to the chosen row r′ in c′.

While the above description is long, it is straightforward. But what does it
really mean? One computes that what F∗(γ) in fact yields the join of T1 and T2

along First and Last! In other words (along with the four 1-column tables copied
verbatim) it yields

U SSN First Last Salary
(x11,y1) 101-22-0411 David Hilbert 150
(x12,y2) 220-39-7479 Bertrand Russell 200
(x11,y3) 220-39-7479 Bertrand Russell 225
(x13,y2) 775-33-2819 Bertrand Russell 200
(x13,y3) 775-33-2819 Bertrand Russell 225
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There are several nice things about the fact that F∗, of which nothing outwardly
suggested anything about joins, indeed does compute the join. First, it shows that
data-loading functors are more than meets the eye – if they can compute joins,
what else can they do? Second, one should recognize that the picture in (3) tells
the story. In this picture, tables T1 and T2 are being merged together into table
U ; everything else is the same. With learned intuition, a DBA would not need to
compute what F∗ will do – he or she will consider it obvious that F∗ will make U as
the join of T1 and T2 along their common columns. At the same time, the DMBS
can actually make the computation in a rigorous way, while theorem-provers could
reason about it.

Before discussing G∗, note that we could apply G∗ to the result of the previous
computation. The E-set G∗F∗γ is given by simply projecting off the Salary column
from the above join.

Let ε : E → Set be a database state with some choice of the three 1-column
tables and with U given by

T1 SSN First Last
x11 101-22-0411 David Hilbert
x12 220-39-7479 Bertrand Russell
x13 775-33-2819 Alan Turing

Its right push-forward will not know what to do with the new 1-column table Salary,
nor what to do with the Salary-column of U . To determine these, one must compute
G∗(YSalary). We leave this as an exercise to the reader, but we will say here what
G∗(ε) is.

First, the 1-column table G∗(ε)(Salary) consists of a single value, say ?. This is
not an integer; as mentioned in Remark 1.3 we are not enforcing data types at this
time. In fact, there would be no good choice of G∗ if we forced ? to be an integer.
Here, ? simply represents ”unknown.” But now we can see that there is no hardship
in computing G∗(ε)(U) because there is no choice necessary for the Salary column:

U SSN First Last Salary
x11 101-22-0411 David Hilbert ?
x12 220-39-7479 Bertrand Russell ?
x13 775-33-2819 Alan Turing ?

2.2.3. The left push-forward functors F! and G!. We introduced a database state
γ : C → Set on C and a database state ε : E → Set on E above in Section 2.2.2. For
convenience we repeat them here.
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T1 SSN First Last
x11 101-22-0411 David Hilbert
x12 220-39-7479 Bertrand Russell
x13 775-33-2819 Bertrand Russell

(γ(T1))

T2 First Last Salary
y1 David Hilbert 150
y2 Bertrand Russell 200
y3 Bertrand Russell 225
y4 Alan Turing 200

(γ(T2))

In this section we will explore the left push-forwards F!(γ) and G!(ε) of these
functors. They will each clearly be D-sets and as such consist of four 1-column
tables and one 5-column table U .

The basic idea for F is the following (and for G it is similar). Every table
(object) c in C has a corresponding table F (c) in D. Every representative of c must
be inserted into F (c). Perhaps two tables in C, say c and c′, are both sent to the
same table d in D; in this case we must simply insert a row in d for each row in
c and each row of c′. This leaves much to be dealt with. For example, F may
introduce “new columns” in some tables.

We begin with F!(γ)(U). Each representative in T1 and T2 must be inserted into
U , so we get

U SSN First Last Salary
x11 101-22-0411 David Hilbert x11Salary
x12 220-39-7479 Bertrand Russell x12Salary
x13 775-33-2819 Bertrand Russell x13Salary
y1 y1SSN David Hilbert 150
y2 y2SSN Bertrand Russell 200
y3 y3SSN Bertrand Russell 225
y4 y4SSN Alan Turing 200

Here, every “new column” is filled in with a uniquely-assigned representative. We
have chosen some arbitrary name (e.g. “x11Salary”) but any other choice will work,
as long as it is uniquely chosen. Of course, we are not making this uniqueness rule
– it is forced upon us by the category theory and one can determine precisely what
we mean by “uniquely chosen” by looking into the matter for him or herself.

Whereas the right push-forward F∗ produces limits (joins), the left push-forward
F! produces colimits (unions). Note that although there was repetition here, it could
have been avoided if C had contained a table that identified certain rows of T1 with
certain rows of T2 (e.g. x11 with y1).

On the 1-column tables, F!(γ) simply repeats what is found in γ, and then adds
a new row for every “uniquely-assigned representative” (e.g. in F!(γ)(Salary) we
find x11Salary).
G! is similar and is left as an exercise to the reader.

2.3. Grothendieck construction. The Grothendieck construction is a way to
transform functors into categories. Given a category D and a functor δ : D → Set
(respectively δ : D → Cat), one obtains a new category

∫ D
δ and an op-fibration

π :
∫ D

δ → D. For each object d ∈ Ob(D) the fiber π−1(d) is a set (resp. a
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category) that is isomorphic to δ(d). We give the formal definition for set-valued
functors now.

Definition 2.4. Let D be a category and δ : D → Set be aD-set. The Grothendieck
construct of δ, denoted

∫ D
δ is a category whose set of objects is {(d, x)|d ∈

Ob(D), x ∈ δ(d)} and whose hom-sets are given by

HomRD δ((d, x), (d′, x′)) := {g : d→ d′|g(x) = x′}.

There is a natural functor π :
∫ D

δ → D given by taking (d, x) to d and g : (d, x)→
(d′, x′) to g : d→ d′. It is an op-fibration.

Remark 2.5. Let C be a category. There is a functor L : Cop → Cat given by sending
an object c in C to the slice category Cc/ as an object in Cat and the morphism
f : c→ c′ in C to the morphism (− ◦ f) : Cc′/ → Cc/ in Cat.

Given any C-set γ : C → Set, one can compose with the inclusion Set → Cat
which considers any set as a discrete category, and then cross with L to get a functor

(L× γ) : Cop × C → Cat.

The coend of this functor is the Grothendieck construction. This explains our
notation

∫ C
δ.

Two of the three data-loading functors can be easily explained using the Grothendieck
construction. Let F : C → D be a morphism between schemas. Given a functor
δ : D → Set, consider the Grothendieck construct π :

∫ D
δ → D. The data pull-

back functor F ∗δ is just the fiber product

F ∗δ //

��

y

∫ D
δ

π

��
C

F
// D.

Again let F : C → D be a morphism of schemas and suppose thatγ : C → Set is
a C-set; let π :

∫ C
γ → C be the Grothendieck construct. The composition∫ C

γ

π

��
C

F
// D

is a category over D but it is not in general an op-fibration. There exists an initial
object in the category of op-fibrations over it, and this is F!δ. In other words, one
“completes” the map

∫ C
γ → D in the minimal way.

The right push-forward does not appear to have a nice description in terms of
Grothendieck constructions.

Remark 2.6. The Grothendieck construction for a C-set γ : C → Set could be called
the RDF category of γ. Its objects could be called URIs and its morphisms could
be called triples. A more intrinsic naming system would be that

∫ C
γ is called the

category of values and cells of γ. The objects are called rows and the morphisms
are called cells. The functor π is called the location functor because for every row
(resp. cell) π returns the table (resp. column) in which it is located.
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2.4. Special cases. Given a functor F : C → D, the data pull-back functor F ∗ is
always easy to understand, but the two data push-forward functors can be quite
hard to compute. We will study four special classes of such functors, such that
if F happens to be in one of these then either F∗ or F! will be particularly easy
to compute. If F is fully faithful then F∗ is nice (because F ∗ is well-behaved on
Yoneda objects). If F is “connected” then F! is particularly nice I think . Finally
if C is a poset then F∗ is nice I think and if D is a poset then F! is nice I think .

3. Updates and their local effects

Here we look into the most common type of update, that done from a smaller
local database via a fully faithful morphism F . We also look at the connected
geometric case and its local effects.

4. Updates and their global effects

Unfinished. How do local changes effect the whole database. Answer this in the
four special cases: one insertion, one deletion, one contraction, one expansion.

Also, what happens if the same user adds one insertion, updates, then deletes
that entry and updates again. What is the result to the whole?

5. Questions

Suppose that C and D are schemas managed by separate DBMSs and that
F : C → D is a functor that is managed by a third party. Can the DBMS on
D make inferences about the structure of C given a pushforward F∗(γ) of a random
(i.e. generic) C-set γ? My guess is that inferences can be made.

6. Miscellaneous

Definition 6.1. Let C be a database schema (category). The self-state of C, de-
noted ΣC , is the C-set defined for an object c and a morphism g : c → c′ of C
by

ΣC(c) :=
∐

b∈Ob(C)

HomC(b, c)

ΣC(g) :=
∐

b∈Ob(C)

HomC(b, g).

In words, a representative of a type c is a map f : b → c, and a g attribute of f is
the composite g ◦ f . In other words, the rows of table c are the maps into c and,
recalling that the columns of c are always the maps out of c, each cell in c is defined
by a map in and a map out of c and their composition is written in that cell.
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